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Abstract—Software development education faces challenges in
teaching abstract and complex programming concepts. Since
problems in comprehension can lead to decreased student en-
gagement, we introduce JavaWiz: an educational graphical de-
bugger that addresses these challenges by combining traditional
debugging functionality with intuitive, dynamic visualizations of
program state and run-time behavior.

JavaWiz’s key features include real-time visualization of heap,
stack, and static fields; automatically generated flow charts; inter-
active representations of data structures; and unique time-travel
debugging capabilities. Its step-by-step visual exploration of code
execution, including the ability to step backward, bridges the gap
between abstract concepts and concrete program understanding.

We present the tool’s visualization components in detail and
discuss its applications in teaching. Lecturers report positive
influence on their in-class demonstrations and initial student feed-
back reinforces the tool’s usefulness for program comprehension.

Index Terms—Software Education, Program Understanding,
Graphical Debugger, Control Flow, Heap, Stack, Data Structures

I. INTRODUCTION

Software development education presents unique challenges
stemming from the abstract syntax and semantics of program-
ming concepts [1], [2]. Students often struggle to comprehend
a program’s dynamic behavior, leading to difficulties in under-
standing core principles such as memory management, data
structures, and control flow [3]–[5]. Working with arrays, re-
cursion, and error handling can also be particularly challenging
due to the cognitive load they impose on beginners. This can
result in decreased comprehension and engagement, negatively
influencing learning outcomes [6].

Effective visualizations have been shown to significantly
improve learning outcomes in computer science [7]. Provided
with visual representations of abstract concepts, students can
build better mental models of program behavior [8], improve
their problem-solving skills, and increase their overall engage-
ment with the material [9], [10]. This aligns with cognitive
load theory, which suggests that properly designed visual
representations can facilitate more efficient learning [11].

While traditional debuggers are powerful tools for experi-
enced developers, they often prove overwhelming and hard to
learn for beginners [12]–[15]. These tools typically present a
wealth of information without the necessary context or visual
cues that novice programmers require, potentially discouraging
students in their early stages of learning.

To address these challenges we present JavaWiz, an innova-
tive graphical debugger [16] specifically designed for software
development education. It combines features of a traditional
debugger with intuitive, dynamic visualizations of program
state and execution flow. Uniquely, JavaWiz offers “time-
travel” capabilities, allowing users to step backward through
program execution and re-inspect past operations [17], [18].

JavaWiz leverages Abstract Syntax Tree (AST) extraction
to analyze source code and the Java Debug Interface (JDI)
to perform debug steps [19], [20]. This technical foundation
allows JavaWiz to provide real-time memory visualizations
as well as automatically generated flow charts and interactive
representations of various data structures. JavaWiz keeps track
of all changes to fields, variables, I/O, conditions, and more at
every debug step, enabling comprehensive state tracking and
“time-travel” navigation. Its configurable user interface allows
educators and students to tailor the tool to their specific needs
and current learning objectives. To ensure widespread acces-
sibility and ease of use, JavaWiz1 is available as open-source
project2 and as a VS Code extension3. This way, students can
install JavaWiz with a single mouse click directly within their
development environment. Additional information, together
with a video of the tool, can be found at https://javawiz.net/.

Summarized, our contributions encompass:
• An architectural overview of JavaWiz (Section II)
• Details on the data it collects (Section III)
• A comprehensive set of educational visualizations:

– Automatically generated flow charts (Section IV-A)
– Detailed memory visualization (Section IV-B)
– Tabular view of variable changes (Section IV-C)
– Animated visualizations of linked lists and binary

trees in the program (Section IV-D) as well as 1D
and 2D array operations (Section IV-E)

– Input buffer monitoring (Section IV-F)
• A discussion on how JavaWiz can be used to supplement

software development courses and preliminary feedback
on its utility and usefulness (Section V).

• an outlook for possible future studies (Section VIII).

1https://javawiz.net/ (including video of the tool)
2https://github.com/SSW-JKU/javawiz
3https://marketplace.visualstudio.com/items?itemName=SSW-JKU.javawiz

This is the author’s version of the work. The definitive version will be published in the Proceedings of the 33rd IEEE/ACM International
Conference on Program Comprehension (ICPC 2025).
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Fig. 1: (1) The frontend depicts the program state in different visualizations. (2) The backend extracts ASTs, instruments and
compiles the user code, and runs the compile result as a debuggee. From there, it collects all data needed for visualization on
debug steps. (3) The VS Code extension bundles all components and displays JavaWiz’s frontend in a web view component.

II. ARCHITECTURE

This section outlines JavaWiz’s architecture, focusing on
the system’s interconnected components, its user interface and
possible user interactions.

A. Components

In Figure 1, the system’s main interconnected components
are shown. They work together to facilitate the visual debug-
ging of Java programs. Black operations are performed when
starting JavaWiz, red operations are performed when the user
steps through the program. Communication between Visual
Studio Code, the frontend and the backend is performed via
WebSockets, exchanging data in JSON format.

1) Visual Studio Code (VS Code) Extension: JavaWiz is
easily accessible through a VS Code extension, streamlining
the installation process for users. Once installed, the extension
integrates a ”Run in JavaWiz” feature directly into the code
editor, available via codelens and the context menu (see Fig-
ure 2). On click, the extension initiates the JavaWiz backend
and frontend. The backend instruments and compiles the user’s
code and serves as the debugger, while the frontend presents
visualizations and is hosted in a web view within VS Code.

2) Backend: Upon receiving the source code (which can
consist of multiple files) it first extracts an Abstract Syntax
Tree (AST) for each class and performs code instrumentation
to extract additional information from the user’s program
for visualization. Then, the backend compiles the modified

Fig. 2: Various ways to start JavaWiz from within VS Code.

Java files and switches into the role as debugger: it launches
the program as debuggee, steps into its main method and
generates the initial trace state which is then, together with the
AST, transmitted to the frontend. The backend then handles
various step events, such as step over or step out, requested
by the frontend, by internally executing multiple step into
operations, ensuring comprehensive trace state generation.

3) Frontend: The frontend, a web application, offers a cus-
tomizable interface to select and display various visualizations,
such as flowcharts, memory visualizations, array operations
and more based on the user’s needs. Users can configure the
number and layout of visualizations and can visually inspect
their program while stepping through code execution. Users
can also replay past operations. When stepping back in time,
past program steps are replayed from the execution trace, while
stepping in live mode triggers backend requests for real-time
trace state updates.

B. User Interface and User Interactions

On its initial launch, JavaWiz presents a simple interface
with a flow chart and a memory visualization, see Figure 3.
This minimizes information overload while offering essential
insights into program execution, improving the tool’s learn-
ability [21]. Users can personalize the UI, with the option to
display one to four resizable visualizations simultaneously, see
Figure 4. JavaWiz remembers the user’s last setup, restoring
the same configuration upon subsequent launches.

The user interface includes a toolbar at the top of the screen,
facilitating program navigation through buttons or keyboard
shortcuts. Features include stepping into, over, out, and run-
ning to a specified line, as well as restarting the debugger to
clear the current execution trace. Designed with responsiveness
in mind, JavaWiz adapts its layout to accommodate various
screen sizes and resolutions. For instance, step buttons stack
vertically when horizontal space is limited, ensuring usability
even when zoomed in during teaching sessions on projectors,
as shown in Figure 5.



Fig. 3: On its initial launch, JavaWiz only shows two of
its visualizations to ease the learning-by-doing onboarding
process [22], [23].

III. DATA

Before presenting JavaWiz’s visualizations, we outline the
key data sources and methods to collect them. This includes
forming an execution trace that contains trace states that en-
capsulate the program state, e.g., variables and their values, the
value of conditions or I/O operations at a certain point in the
program execution. JavaWiz also utilizes abstract syntax trees
(ASTs) for program flow visualization. Understanding these
fundamental data sources is crucial for comprehending based
on which data JavaWiz creates its educational visualizations.

A. Variables and Values

In programming, a variable is essentially a named container
for data (i.e., value). It thus consists of two key components:

• Name: Identifier used to reference the variable in code.
• Value: Data stored in the variable, which is either:

– Primitive: Basic data types such as integers, floating-
point numbers, or boolean values.

– Reference: Pointer to a heap object, including arrays.
– null: Value indicating the absence of a reference.

1) Variable Collection: To provide comprehensive visual-
izations, JavaWiz collects information about all variables and
their values from three main sources:

• Loaded Classes: JavaWiz scans all loaded classes to
collect their static fields and their values.

• Stack Trace: JavaWiz examines all active methods in the
stack trace to gather all local variables and their values.

• Heap: Starting from static and local variables, JavaWiz
traverses the heap to collect:

– all objects including their respective fields.
– all arrays including all their elements.

Objects and arrays are given a unique ID in this process
which stays consistent throughout the whole execution.

To optimize performance and maintain clarity in our visual-
izations, we deliberately exclude certain objects and methods
from tracing. For example, we do not track the (static) fields of
standard library objects, e.g., we do not track the the internals

Fig. 4: Lecturers can tailor the view to current teaching
needs, while students can adjust their views based on certain
comprehension problems encountered in homeworks.

of an java.util.ArrayList, nor do we step into method
calls to the Java standard library. This decision is driven
by two primary considerations: First, to avoid overwhelming
users with potentially irrelevant and confusing information
about system internals. Second, to mitigate the performance
challenges associated with tracing, storing, and displaying a
vast number of objects.

2) Variable Identification: As shown in Figure 6, JavaWiz
uses a systematic naming convention to identify each variable.

• Static variables s_<fqclassname>_<fieldname>
– Example: s_a.b.Reader_EOF for static field
EOF in class Reader in package a.b

• Local variables l_<depth>_<varname> – The same
method (and thus variable) can occur multiple times in
the stack. We thus use the methods’ stack frame depth in
the identifier, starting with depth 0 at the main method.

– Example: l_0_x for local variable x in main

• Object fields f_o<objectid>_<fieldname>
– Example: f_o40_age for field age in object 40

• Array elements a_o<objectid>_<index>
– Example: a_o30_2 for index 2 in array 30

This identification scheme allows JavaWiz to track each
occurrence of every variable, even in complex scenarios in-
volving recursion or multiple instances of the same class.

Fig. 5: Stacked step buttons (“step over”, “step into”, “step
out”, “run to line”) on small screens.
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Fig. 6: Identifiers enable us to uniquely identify variables.
Reference values enable us to follow points-to relations.

B. Conditionals and Array Accesses

Visualizing run-time information is crucial for bridging the
gap between abstract code and tangible program behavior,
thereby enhancing the educational experience for learners. Yet,
certain visualizations in JavaWiz require information about
run-time data that are not directly available in standard debug-
ging APIs such as JDI, namely the evaluation of conditions
and accesses to arrays. This section presents how JavaWiz
effectively captures this information to power its educational
visualizations.

1) Conditionals: Tracing the evaluation of conditional ex-
pressions poses unique challenges since re-evaluating them
can lead to unintended side effects. For example, con-
sider the expression calcAndPrint() < 100, where
calcAndPrint performs a calculation and outputs a mes-
sage. Re-executing this condition, for example by using a trac-
ing technique as shown in Listing 1, would result in duplicate
outputs, i.e. unintended side effects. Similar, problems would
arise if the function involved non-deterministic elements such
as Math.random().

1 // Trace condition value, executing calcAndPrint()
2 record(calcAndPrint() > 10);
3 // Original code also calls calcAndPrint()!
4 // Performs a second print (unintended side effect)
5 while(calcAndPrint() > 10) { ... }

Listing 1: Careless tracing can lead to unintended side effects.

To address this, JavaWiz employs a custom method
recordCondition similar to Listing 2. The debugger
registers calls to this function and stores the condition value
in the current trace state.

1 boolean recordCondition(String conditionName,
2 boolean conditionValue) {
3 // Here the debugger hooks in to collect
4 // the condition into the trace state
5 return conditionValue;
6 }

Listing 2: Simplified implementation of the
recordCondition tracing function.

Calls to this utility method are added for all conditions in all
control flow structures in the user code, as shown in Listing 3.

1 // Original
2 while(calcAndPrint() < 100) { ... }
3

4 // Instrumented
5 while(recordCondition("calcAndPrint() < 100",
6 calcAndPrint() < 100)) { ... }

Listing 3: Condition instrumentation example.

This approach ensures important properties:
• The expression is evaluated only once, preserving its side

effects.
• No additional source lines are introduced, maintaining the

integrity of exception stack traces.
2) Array Accesses: Array accesses are handled in a similar

fashion. Here, we particularly have to make sure that multi-
dimensional array accesses are correctly recorded. JavaWiz
employs an instrumentation method recordAccess similar
to Listing 4 to record array access details.

1 int recordAccess(Object[] arr, int idx,
2 String idxExpr, int dim) {
3 // Here the debugger hooks in to collect
4 // the array access info into the trace state
5 return idx;
6 }

Listing 4: Simplified implementation of the recordAccess
tracing function.

The debugger uses recordAccess to capture
• which array is accessed (arr)
• at which index (idx)
• using which expression (idxExpr)
• at which dimension (dim)

Calls to this utility method are added for all array accesses in
the user code, as shown in Listing 5. This detailed capture
ensures the ability to precisely visualize array operations,
including even combined expressions such as j + 1, enabling
students to easier understand complex data manipulations.

1 // Original
2 int tmp = arr[5][j + 1];
3

4 // Instrumented
5 int tmp = a[recordAccess(a, 5, "5", 1)]
6 [recordAccess(a, j + 1, "j + 1", 0)];

Listing 5: Array access instrumentation example.

C. Execution Trace

The execution trace is the most fundamental component of
JavaWiz, capturing the program state at each step. This section
outlines how JavaWiz constructs and utilizes execution traces
to provide insightful visualizations.

1) Trace Collection: JavaWiz operates by compiling and
executing the user’s program in a debug mode using the
Java Debug Interface (JDI). This enables JavaWiz to register
interest in certain events [24] such as “STEP INTO” to be
able to react to every program step. Upon each step, JavaWiz
collects a trace state, which includes:



• Current Location: Identifies the file, class, method, and
line number currently being executed.

• Call Stack: Captures the current function call hierarchy,
including local variables, conditionals and array accesses.

• Heap Data: Includes arrays, strings, and object instances.
• Static Fields: Monitors all loaded classes and their static

fields.
• I/O Activity: Records text written to stdout and
stderr, as well as stdin input since the last step.

• Input Buffer Content: Additionally to read text from
stdin we also peek at the input buffer’s remaining data.

Each collected trace state is stored in a TraceState[]
array on the frontend, forming a comprehensive execution
trace. This trace enables JavaWiz’s unique time-travel debug-
ging feature, allowing users to step backward and visually
review past program states and operations. This capability is
particularly useful in educational contexts, where instructors
may need to revisit specific steps during live demonstrations
upon student request or to explain certain program parts in
more detail.

2) Scalability Considerations: While designed primarily
for educational use, JavaWiz accommodates larger programs
by limiting the trace history to a specified number of steps
(e.g., 1000 steps). This ensures a certain heap memory usage
limit without sacrificing essential details necessary for under-
standing program behavior.

3) Language Agnosticism: Even though stating Java in its
name, JavaWiz’s architecture is inherently language-agnostic.
Potential adaptation to other strongly-typed languages could
be introduced in the future, provided one builds a debugging
environment that can provide JSON data corresponding to
JavaWiz trace states schema (see above).

D. Abstract Syntax Tree

JavaWiz primarily uses the abstract syntax tree (AST) for
generating flow chart visualizations. An AST is a hierarchical
tree-like representation of a program’s source code. Each node
represents a code construct (such as control flow structures
down to expressions). Figure 7 depicts a simplified AST for
a while with a block body that contains two statements.
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Fig. 7: The AST enables top-down program structure analysis,
driving visualizations such as our Flowchart View.

The AST is a crucial component for program analysis
and visualization. It can be generated using tools such as
JavaParser [25] or the Java compiler (javac) itself.

IV. CORE VISUALIZATION COMPONENTS

In this section, we introduce the different visualizations that
can be turned on and off by the user in JavaWiz.

A. Flowchart View

The Flowchart View presents the program using a flowchart
notation [26], [27], offering a clear two-dimensional represen-
tation of the program’s control flow. While primarily visualiz-
ing the static program structure, it dynamically highlights the
currently active statement and displays current variable values
alongside it during debugging sessions. Additionally, users can
collapse and expand elements and inline method calls.

Figure 8 shows the flowchart of a sample Nim game pro-
gram. The flowchart depicts the program’s control structure,
including the method’s start and return, a do-while loop, an if-
statement, and an inlined computeMove method. The yellow
box displays the value of the local variable coins.

Fig. 8: Flowchart View of a program for playing the game
Nim, highlighting the currently active statement in blue and
depicting local variable values in a yellow box next to it.

Our flowchart notation supports all control statements found
in Java. We have developed specific visual representations for
switch and try/catch/finally statements, as these constructs lack
standardized flowchart conventions. Figure 9 illustrates the key
elements of our flowchart notation.



Fig. 9: Flowchart notations: (a) If statement, (b) try/catch/finally statement, (c) switch statement, (d) for loop, (e) method call.

a) If statements (see Figure 9(a)): The true and false
branches are positioned to the right and left of the
condition, labeled with true and false respectively.
Which branch is shown on the left is user-configurable.

b) Try / catch / finally statements (see Figure 9(b)): The
try/catch/finally statement is divided into three parts: The
try block is shown on the left, the catch blocks are to the
right (multiple catch blocks are positioned side-by-side),
and the finally block is positioned below the try and catch
block. The three parts are separated by fine lines.

c) Switch statements (see Figure 9(c)): A switch statement
begins with a arrow-shaped box containing the expression
or variable to be evaluated. The end of the switch is
marked by a similar box without a label. Cases are listed
below the start box, each labeled with its associated case
value(s). The corresponding code is positioned to the
right. The arrow below points to the next case. break
statements are indicated by a small box with same shape.
The notation can also depict scenarios where a case is
not terminated with a break statement.

d) Loops (see Figure 9(d)): Loop headers are enclosed in a
six-sided figure, and the end of the loop body is marked
by a circle. For while and for loops, the box is at the
top and the circle at the bottom. For do-while loops, the
order is reversed (cf. Figure 8).

e) Method calls (see Figure 9(e)): To visualize method calls,
a separate flowchart for the called method is embedded
below the call expression. This chart is visible when the
active statement is within the method call. The chart can
also be expanded manually by clicking on it. In this case,
if a call can resolve to multiple methods due to dynamic
binding, the user must choose which one to expand.

Block-escaping statements: To visualize statements that
exit the current block (like break or return), we have
introduced statement-specific symbols placed below these
statements. Table I lists the block-escaping statements and
their corresponding symbols. To provide a visual cue for the
control flow’s destination, the symbols resemble the control
structures that will be reached. For instance, the symbol for a
break statement within a loop matches the symbol indicating
the end of a loop. Unlike traditional flowchart notation, we
do not draw an arrow from the block-escaping statement to
the next statement to be executed. This approach maintains
the flowchart’s hierarchical structure and prevents arrows from
crossing each other or statements.

TABLE I: Block-escaping statements: break in switch,
break in loop, continue in loop, return from method,
and throw exception.

B. Memory View

This visualization provides a graphical representation of a
program’s memory state, including its stack, static variables,
and heap (see Figure 10). Its aim is to give users a com-
prehensive overview of the program’s data and to aid users
in answering questions regarding memory [28]. In particular,
it’s designed to aid understanding of reference semantics,
particularly when multiple references point to the same object.

The visualization consists of three sections: (1) an area
for the static variables, (2) the stack of method frames with
local variables, and (3) the heap. Each variable is shown



Fig. 10: Memory View example: A static variable persons
points to an array of person objects; a local variable persons
references the same array; local variable p is highlighted,
indicating its recent assignment to the third object in the array.

with its type, name, and value (primitive, reference, or null).
References are depicted as arrows. Heap objects are displayed
in a tabular format, with fields and their values, and with the
type of the object as heading. Primitive values are directly
shown next to the field’s name, a reference to another object
is visualized as a link to the corresponding object’s node,
and null is visualized with the label null. Arrays, strings,
and exceptions have specialized representations. Arrays are
displayed in a table with one row for indices and one row
for elements (displayed in the same way as object fields). For
strings, only the contents are displayed and internal fields of
the String object are not shown. Similarly, for exceptions
only the error message and type are displayed and object fields
are hidden.

Users can expand or collapse references between objects.
However, the stack frames and classes are always visible. Heap
objects are only shown if they are reachable from the stack
or static variables. Large arrays are initially truncated to their
first couple of elements but can be expanded.

When the user steps through the program, changes to values
are highlighted in red, and changes to references are indicated
by highlighted links.

C. The Tabular View

The aim of the Tabular View is to help the user understand
basic program execution that only manipulate primitive values.
In particular, changes to variable assignment and conditions
are visualized. The view is made up of a table that shows
executed statements together with the values of stack variables
through the program history. The conditions of loops and if-
statements are also displayed. Figure 11 shows an example of
this view for a simple program that computes a factorial via
a loop.

D. List and Tree View

Lists and trees are fundamental dynamic data structures, but
their implementation can be challenging for beginners due to
the complexity of reasoning about the program state. While the
Memory View presented in Section IV-B can visualize these
structures, it often provides excessive detail and lacks a layout
optimized for this specific task [29].

Fig. 11: Tabular View

To address these shortcomings, JavaWiz offers dedicated
List and Tree Views for visualizing lists and trees (see
Figure 12 and Figure 13). These visualizations employ a
custom layout algorithm optimized to smoothly animate com-
mon operations such as insertions and deletions. Additionally,
they display local node variables alongside the nodes they
reference. This makes it easier to visualize algorithms that
traverse these dynamic data structures, as traversal is then just
the animated movement of such pointers.

Fig. 12: List View

Fig. 13: Tree View



E. Array View

The aim of the Array View is to help the user understand
how data is moved into and out of arrays. While the Tabular
View allows for a primitive visualization of data flow and the
Memory View shows the contents of an array as they change,
neither can fully capture the flow of data within assignments.

Fig. 14: Array View

To overcome this problem, the Array View shows arrays as
one- or two-dimensional tables and animates index expressions
that are used to access arrays. It also animates assignments
involving array elements as well as temporary variables used
in calculations. Figure 14 shows an example of the Array
View during the execution of a method finding the index of
the greatest element in an array a. The index i points to
the element currently investigated, iMax is the index of the
current maximum, and in variable max the current maximum
value is stored.

F. Input View

Programming beginners often struggle to grasp the impact
of input operations and keeping track of the input buffer’s
state. For example, one common pitfall is forgetting to con-
sume the newline characters after reading an input value.

Fig. 15: Input View

To simplify input handling, students at JKU are advised
to use a specific In.java class. This class provides static
methods for reading various data types, making input op-
erations easier for beginners. The Input View leverages a
modified version of In.java to visualize the input buffer’s
current state. This helps programmers verify if the buffer
contents match their expectations. Figure 15 shows an example
of the Input View for a program that reads a sequence of
space-separated integers. The view displays a box separating
consumed and unconsumed parts of the buffer. Additionally,
it shows the latest function’s return value and a done flag
indicating if the last operation was successful.

V. USAGE AND FEEDBACK

Since 2022, JavaWiz has been integrated into the “Software
Development 1” (CS1) course at Johannes Kepler University
Linz, Austria. Annually, the course serves approximately 350
students from various technical studies (such as computer
science, electronic engineering, and mechatronics) as an in-
troduction to object-orient programming in their first semester
of study. The tool has been employed both as a teaching aid
for demonstrating sample programs in class as well as an aid
for students in doing their homework assignments.

A. Application in Teaching

The visualization components detailed in Section IV are
tailored to enhance the content of the course lectures. Table II
provides a mapping between the key lecture topics and the
corresponding visualization components. The course starts
with a discussion of fundamental statements as well as input
and output operations. The Tabular View and Input View are
employed in this context. Notably, the Input View has proven
invaluable in helping beginners grasp the impact of not pro-
cessing all input at once and understanding what remains in the
input buffer, a concept that is found difficult by students. The
Flowchart View is mainly used in teaching control structures
in subsequent lectures. For showing how arrays are constructed
and processed, the Array View and the Memory View are
used. Especially, understanding heap allocations and reference
semantics have turned out to be a first real challenge in
learning Java programming. In a subsequent lecture, methods
and method calls are introduced. Method invocations are
visualized using the Flowchart View with inlined method calls.
This has proven particularly effective in conveying the concept
of recursive method calls. Also the stack in the Memory View
was used to help comprehending how method invocations
work. The subsequent lectures focus on classes and objects.
Primarily, the Memory View is employed for visualizing
memory allocations and object structures. A concluding lecture
introduces dynamic data structures, supported by the specific
List and Tree Views.

Nr Lecture topic Visualization component
1 Statements and

input/output
Tabular View, Input View

2 Branches Flowchart View
3 Loops Flowchart View
4 Arrays Array View, Memory View
5 Methods Flowchart View (with inlining),

Memory View (stack)
6 Recursion Flowchart View (with inlining),

Memory View (stack)
7 Objects 1 Memory View
8 Objects 2 Memory View
9 Dynamic data

structures
List View, Tree View

TABLE II: Table of Lectures linked to the used visualization
components in class.



B. Feedback

Student feedback on JavaWiz was gathered through anony-
mous online questionnaires at the end of the courses. The
surveys assessed students’ perceptions of:

• The tool’s effectiveness in classroom demonstrations
• Tool usage for homework assignments
• The tool’s utility in completing homework tasks
The evaluations were conducted for both the overall tool

and its individual visualization components. Further, we ask
students about their prior experience in Java programming.
Students were asked to respond the questions in a scale from
(0) not useful, (1) little useful (2) neutral (3) useful to (4) very
useful. Furthermore, the questionnaire allowed for free text
responses for feedback and suggestions.

In summary, the results for classroom demonstrations were
as follows:

• About 85 percent found the tool very useful or useful for
demonstrations in class.

• Results are slightly better for students who had no or
little prior experience in programming.

• Among the different visualizations, students found the
Memory View most useful and the Tabular View least
useful for classroom demonstrations.

The results for homework assignments were as follows:
• About 65 percent used JavaWiz for doing their home-

work.
• This number was a little higher (about 70 percent) for

students who had no or only little prior experience in
programming.

• About 70 percent found the tool very useful or useful for
doing the homework.

• Again, results were slightly better for students who had
no or little prior experience in programming.

• From the different views, students found the List View
most useful for their homework assignments.

Students’ free text responses suggested several improve-
ments, many of which have been implemented over the past
months and years. In particular, the evaluation after the first
semester JavaWiz was used at Johannes Kepler University
Linz contained suggestions for a number of useful features,
such as support for multiple source files and breakpoints.
In its first version, JavaWiz only supported a single source
file (a drawback many other related tools, especially online
tools, share) and only had a step into and step back feature.
JavaWiz now supports multiple source files (including classes
in mulitple packages), and JavaWiz’s forward stepping features
have been extended to support step into, step over, step out as
well as a run to line feature similar to traditional breakpoints.

Here are some of the positive statements that the students
made in their free text responses:

• ”I thought JavaWiz was really cool in class because
you could see very clearly what was happening in the
background.”

• ”I found JavaWiz very good, it visualised very well how
references work.”

• ”I am a complete beginner and JavaWiz has helped me a
lot. The topics are no longer so abstract.”

• ”Should be a MUST for every lesson. It is very helpful!”
Further, we asked the 6 lecturers, how helpful JavaWiz

was to them in classroom demonstrations. The results are as
follows:

• All lecturers found the tool very useful for teaching.
• All lecturers found the Memory View and List View very

useful.
• The Tabular View has been found least useful.
Also teachers were asked to give free text responses. A

feedback from a teacher was ”One can no longer imagine
teaching stack, heap and linked lists without JavaWiz.”.

VI. LIMITATIONS AND THREATS TO VALIDITY

While JavaWiz has shown promise in enhancing program
comprehension, several limitations and threats to the validity
of our study should be acknowledged:

• Limited Evaluation Scope: Our evaluation primarily fo-
cused on initial feedback from students and educators
within a single institution. This limited scope may not
fully capture the tool’s effectiveness across diverse ed-
ucational settings and varying levels of programming
expertise.

• User Interaction Data: We did not collect detailed in-
teraction data on how students use JavaWiz during their
study sessions. This lack of granular usage data limits
our understanding of the specific features that contribute
most to learning outcomes.

• Self-Reported Feedback: The feedback collected was self-
reported, which may introduce bias. Students and educa-
tors who had a positive experience with JavaWiz might
be more inclined to participate in the survey, skewing the
results.

• Generalizability: The feedback was collected in the con-
text of a Java programming course at a university. The
findings may not be directly applicable to other contexts
(different programming languages, other education level,
etc.) without further investigation.

VII. RELATED WORK

Numerous systems and research endeavors focus on visu-
alizing Java programs [30], [31]. For instance, Weninger et
al. [18], [32]–[34] employ diverse visualization techniques,
such as memory cities, to provide comprehension support for
heap structures, aiding in understanding heap allocations and
the identification of memory leaks. Given the extensive scope
of program visualizations for Java, this section will concentrate
on educational tools that effectively convey fundamental pro-
gramming concepts through visualizations. Sorva et al. [10]
gives a very comprehensive tool overview for programming
education, also containing several tools for Java.

Many educational tools concentrate on specific aspects of
a program. A prevalent focus lies in visualizing memory
structures, such as the stack and heap, during Java program



execution. For instance, JAVAVIS [24], a desktop application,
offers object and sequence diagrams, pioneering memory
visualization for Java. Jeliot [7], [35]–[37] provides similar
functionalities as a more modern alternative. EZVisor [38] is
a plugin for the Netbeans IDE visualizing program executions
as abstract diagrams. jGRASP [39] is an IDE that features
conceptual visualization of data with object viewers. Other
examples of tools for visualizing memory of Java program
executions as object structures are Java Visualizer [40] or
Online Java Tutor [41]. These tools are comparable to the
Memory View of the JavaWiz tool in terms of functionality.

Only a limited number of visualization tools support ad-
ditional aspects of Java program execution beyond memory
structures. For instance, JAVAVIS [24] incorporates sequence
diagram visualization. The Java Flow Visualizer [42] presents
a timeline of executed statements alongside variable values,
resembling a simplified version of our Tabular View and
Flowchart View. Stritzinger’s [43] early work on flowchart
diagrams for Modula 2 programs, while employing a similar
representation as our Flowchart View, lacks stepping and
execution capabilities.

Debug Visualizer [44] appears to be the closest match to
our tool. Similar to JavaWiz, it is also available as a VS
Code extension. Moreover, it offers various visualizations
comparable to ours, including graph views for heap struc-
tures, linked lists, and arrays, as well as an AST view for
code structure. Its extensibility with custom views is another
similarity. However, JavaWiz differentiates itself with a strict
focus on Java and visualizations tailored for beginners, while
Debug Visualizer provides general-purpose visualizations for
multiple languages. This specialized approach offers a clear
advantage in aiding novice programmers comprehending pro-
gram behavior.

VIII. FUTURE WORK

While JavaWiz has shown promising results in enhancing
the educational experience in Java programming, there are
several avenues for future exploration and enhancement.

A. Development of New Views

To further enhance JavaWiz’s educational capabilities, we
envision the integration of several new views:

a) Sequence Diagram Visualization: An ongoing project
is the implementation of automatically generated and evolving
sequence diagrams to visualize object interactions over time.
Studying these visualization, students can gain experience in
object-oriented analysis and design in different contexts and
domains, as recommended in related work [45]. Sequence
diagrams help to provide students with a more comprehensive
understanding of method calls and object lifecycles, partic-
ularly in complex systems. Such visualizations can bridge
the gap between static code analysis and dynamic execution
understanding. By incorporating animations, the sequence di-
agrams will not only enhance conceptual clarity but also serve
as attractive and engaging educational resources for building
teaching material.

b) LLM-driven “AI Tutor” View: As Price et al. state,
students working on programming homework do not receive
the same level of support as in the classroom [46]. Thus,
another potential addition to JavaWiz is inspired by advances
in large language models (LLMs). This view will offer students
contextual suggestions on improving their code. It will provide
advice on various categories such as correctness, readability,
coding style, and performance. By harnessing the power of AI,
this feature will serve as a virtual tutor, offering personalized
feedback and learning recommendations.

These enhancements aim to broaden the pedagogical scope
of JavaWiz, making it an even more beneficial tool for software
education.

B. Potential for Varying Future Studies

The introduction of JavaWiz opens a multitude of avenues
for rigorous future studies. Such studies can leverage JavaWiz
as a platform to conduct comparative analyses with established
tools and teaching techniques, providing empirical data on its
efficacy relative to traditional and contemporary educational
aids.

A systematic examination of student-teacher interactions
facilitated by JavaWiz can yield insights into pedagogical dy-
namics and the tool’s role in enhancing instructional delivery.

Moreover, the impact of JavaWiz’s visualizations on the
comprehension of Java programming concepts and paradigms
warrants a thorough investigation. This includes exploring how
different learner demographics engage with the tool and the
extent to which it aids in demystifying complex programming
constructs. Another interesting aspect is the comparative study
of graphical versus traditional debuggers. While anecdotal
evidence suggests that novices may benefit from the more in-
tuitive graphical interface that JavaWiz offers, comprehensive
studies are needed to validate these claims and to understand
the nuances of how such interfaces provide support.

To date, the feedback on JavaWiz has been very posi-
tive, as detailed in Section V. However, to build on this
preliminary acclaim, it is imperative to conduct structured
user studies that can pinpoint the specific tasks and scenarios
where JavaWiz excels. These studies should aim to quantify
improvements in task performance, deepen comprehension,
and enhance user satisfaction. Metrics such as error rates,
time to task completion, and qualitative assessments of user
experience can provide a robust framework for evaluating
the tool’s effectiveness. Usability might be assessed using
a cognitive walkthrough [47], [48] against some standard,
such as Nielsen’s usability attributes [49] or the Cognitive
Dimensions of Notations Framework [50]–[53].

We aim not only to affirm the strengths of JavaWiz but also
to identify areas for refinement. The ultimate goal is to evolve
JavaWiz into a tool that not only resonates with students’
learning styles but also contributes to a measurable decrease
in course failure rates [54]–[56]. The insights garnered from
such studies could inform the development of best practices
for integrating JavaWiz into the curriculum, thereby enriching
the educational landscape for aspiring software developers.



IX. CONCLUSIONS

This paper introduced JavaWiz, a trace-based graphical
debugger specifically designed to enhance the program com-
prehension in Java software education. By providing an array
of intuitive and interactive visualization components, JavaWiz
bridges the gap between abstract programming concepts and
tangible understanding. Its unique features, such as time-
travel debugging and dynamic visual representations, have
shown to significantly aid in the comprehension of complex
programming constructs, addressing common challenges faced
by novice programmers.

The deployment of JavaWiz in the “Software Development
1” course at Johannes Kepler University Linz has demon-
strated its effectiveness as both a teaching and learning tool.
Feedback collected from students and educators indicates a
high level of satisfaction, with a majority finding the tool
useful for understanding key programming concepts. The
visualization components, particularly the Memory View, were
highlighted as valuable assets in both classroom demonstra-
tions and individual student assignments.

Moving forward, we aim to extend JavaWiz by integrating
additional visualization features and conducting comprehen-
sive user studies to further refine its educational impact.

In summary, JavaWiz represents a significant advancement
in educational tools for software development, offering a
robust and easy-to-access platform for students to engage with
Java programming in a more interactive and meaningful way.
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